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PERSISTENT MEMORY AND JAVA

* Volatile use

 Whole heap on persistent memory — Java 11

* Old generation on persistent memory (experimental) — Java 12
» Persistent or Volatile use

» Persistent MappedByteBuffer - http://openjdk.java.net/jeps/8207851

+»» Persistent Collections for Java (PCJ)

% Low-Level Persistence Library (LLPL)
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http://openjdk.java.net/jeps/8207851

PERSISTENT COLLECTIONS FOR JAVA - PCJ

Create Java objects whose contents are on persistent memory

Contains persistent collection class Arrays, Maps and Lists and more

* Thread safe

Define your own persistent classes

Automatic garbage collection

Object directory - Special permanently reachable map

Data consistency at Java method level
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PCJ IMPLEMENTATION STACK

|Developer code (incl. new Persistent Classes) I

Built-in Persistent Classes

“Transaction Core “ MemoryRegion I
I PersistentMemoryProvider I

IPCJ Native code (via JNI) I

pure Java vox ]
Java with native [os/eos ]

methods
native code Memory Hardware

Java VM
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LOW-LEVEL PERSISTENCE LIBRARY - LLPL

« Offers byte-addressable random access to blocks of persistent memory
* MemoryBlock
* Manual garbage collection

* Not thread safe

» User defined consistency




LLPL IMPLEMENTATION STACK

D pure Java

D native code
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Developer code

Heap, MemoryBlock & Transaction APIs

Java VM

LLPL Native code (via JNI)

OS /BIOS

Memory Hardware




USES OF PMDK

* Provisioning pools of memory
« Memory allocation
* Transaction support
* Secondary Uses
Allocation Classes in LLPL

Heap cleanup in PCJ - POBJ_FOREACH_TYPE()
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PCJVS LLPL

Link

Persistent data

Memory management
Thread-safe

Data consistency
Granularity

Policy

LLPL
github.com/pmem/lipl
Memory block

Manual

No*

Assisted
User-defined
User-defined

* Heap APl used to manage blocks is thread-safe
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PCJ

github.com/pmem/pc;

Java collections and
other objects

Automatic

Yes

Built-in
Transactional-methods
ACID
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LLPL : 3KINDS OF HEAPS | MEMORY BLOCKS
T ransacionteap | persitenteap | heap

MemoryBlock  TransactionalMemoryBlock PersistentMemoryBlock MemoryBlock

Durable* Auto Auto Optional
Rollback** Auto Optional Optional
pmemcheck*** Not required Required Required

* Modifications will be flushed to persistent memory
** Modifications will Roll back on interruption
***http://pmem.io/2015/07/17/pmemcheck-basic.html
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http://pmem.io/2015/07/17/pmemcheck-basic.html

LLPL SAMPLE CODE

@2
03
04
05
06
07
08
09
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

TransactionalHeap heap = TransactionalHeap.getHeap("/mnt/mem/heapl®, 10000000L);

long ID_OFFSET = 0;
long NAME_OFFSET =

8;
long EMPLOYEE_SIZE =

Long.BYTES + Integer.BYTES + 20;

// allocate and initialize an employee block
TransactionalMemoryBlock employee = Transaction.run(heap, () -> {
TransactionalMemoryBlock block = heap.allocateMemoryBlock (EMPLOYEE_SIZE);
long id = 12345;
byte[] nameBytes = “John Doe”.getBytes();
block.setLong(ID_OFFSET, id);
block.setInt(NAME_OFFSET, nameBytes.length);
block.copyFromArray(nameBytes, @, NAME_OFFSET + Integer.BYTES, nameBytes.length);
return block;

1)

// allocate block to hold array of employee handles
TransactionalMemoryBlock employees = heap.allocateMemoryBlock (1@ * Long.BYTES);

// store handle to this root data structure in the heap’s root location
heap.setRoot(employees.handle());

// add employee to employee array
employees.setLong(0®, employee.handle());
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LLPL SAMPLE CODE (CONTINUED)

01
02
03
04
05
06
07
08
09
10
11
12
13
14

// restart

// open heap
TransactionalHeap heap = TransactionalHeap.getHeap(“/mnt/mem/heapl™);

// retrieve handles to employee array and first employee
TransactionalMemoryBlock employees = heap.memoryBlockFromHandle(heap.getRoot());
TransactionalMemoryBlock employee = heap.memoryBlockFromHandle(employees.getlLong(0));

// read employee data

byte[] nameBytes = new byte[employee.getInt(NAME_OFFSET)];

employee.copyToArray (NAME_OFFSET + Integer.BYTES, nameBytes, ©, nameBytes.length);
String name = new String(nameBytes);

System.out.format(“id = %d, name = ‘%s’\n”, employee.getLong(ID_OFFSET), name);
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RANGE OPTIMIZATION

01 TransactionalHeap heap = TransactionalHeap.getHeap("/mnt/mem/heapl®, 10000000L);
02

03 1long ID_OFFSET = 0;
04 long NAME_OFFSET = 8;
@5 long EMPLOYEE_SIZE =
06

07 // allocate and initialize an employee block

08 TransactionalMemoryBlock employee = Transaction.run(heap, () -> {

Long.BYTES + Integer.BYTES + 20;

09 TransactionalMemoryBlock block = heap.allocateMemoryBlock (EMPLOYEE_SIZE);
10 long id = 12345;

11 byte[] nameBytes = “John Doe”.getBytes();

12 block.withRange(®, EMPLOYEE_SIZE, (Range range) -> {

13 range.setLong(ID_OFFSET, id);

14 range.setInt(NAME_OFFSET, nameBytes.length);

15 range.copyFromArray(nameBytes, @, NAME_OFFSET + Integer.BYTES, nameBytes.length);
16 })s

17 return block;

18 });

19

20
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CASSANDRA RETROFIT

* Why Cassandra?

« Could persistent memory offer Cassandra opportunities for simpler code
and improved performance?

» Built persistent memory storage engine with LLPL
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CASSANDRA WRITE PATH

Data

Commit Log

Memtable

SSTable




CASSANDRA WRITE PATH -PM STORAGE ENGINE

DRAM

Data

Pérsistént
Memory

PM Storage
Engine




CASSANDRA READ PATH
Response 1 _ /’n erh

. miss Bloom Partition
R L s ceee
equest n RowCache : > Filter KeyCache » Memtable
miss .-~ hit
s"
Partition
Summary
DRAM
Disk :
v
P?:d'g:" ........... .| SSTable
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CASSANDRA READ PATH - PM STORAGE ENGINE

Request

Response

DRAM

oyl s

Persistent
Memory

PM Storage
Engine




CASSANDRA LLPL STORAGE ENGINE SW STACK

Cassandra Pluggable Storage Engine API
https://issues.apache.org/jira/browse/CASSANDRA-13474

Cassandra Persistent Memory Storage Engine
https://github.com/shyla226/Cassandra/tree/13981 lIpl engine

Low-Level Persistence Library (LLPL)
https://github.com/pmem/Ilpl

Java VM (JDK 8 or later)

Persistent Memory Development Kit (PMDK)
https://github.com/pmem/pmdk

Linux OS

Persistent Memory
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https://github.com/pmem/llpl
https://github.com/shyla226/Cassandra/tree/13981_llpl_engine
https://github.com/pmem/pmdk
https://issues.apache.org/jira/browse/CASSANDRA-13474

SHARD-BASED STORAGE ENGINE

Cassandra Front End

* Single threaded Adaptive Reader / Writer Threads
Radix Tree (ART) " PM Storage Engine
1 queue for each Table ' Table
Shard
Queue Queue Queue
« thread .thread  lable'sdatais « thread

A4 distributed
across shards
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PERFORMANCE DATA

Cassandra Throughput
« Performance gains J 8.13
v 8 7.23
8X performance on reads = 6.40
£
S 6
3X lower pathlength L
K 5
T4
N
= 3
E>
]
<1
0
Read Mix(80/20) Updates
Workload

4xNVMe (P4610 SSDs)
B Cassandra LLPL Storage Engine
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SUMMARY

* Persistent Memory shows great value and promise

* Pluggable storage APIs can enable alternate, compatible storage back-ends going
forward

e Future of PCJ/LLPL
* 1.0 release of LLPL coming soon

* Working with the java community to include persistent memory support

SPDK, PMDK & Vtune™ Summit (intel' \ 23



USEFUL LINKS

Persistent Collections for Java (PCJ) https://github.com/pmem/pcj

* Low-Level Persistence Library (LLPL) https://github.com/pmem/Ilipl

« (Cassandra Persistent Memory Storage Engine
https://github.com/shyla226/Cassandra/tree/13981 llpl engine

« Cassandra Pluggable Storage Engine API
https://issues.apache.org/jira/browse/CASSANDRA-13474

« Java support for Persistent Memory https://software.intel.com/en-us/articles/java-
support-for-intel-optane-dc-persistent-memory

» Persistent MappedByteBuffer http://openjdk.java.net/jeps/8207851

* Persistent memory checker http://pmem.io/2015/07/17/pmemcheck-basic.html
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BACKUP
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CONFIGURATION

SUMMARY

SPDK, PMDK & Vtune™ Summit

Parameter

NVMe

DCPMM

Test by Intel/Java Performance Team Intel/Java Performance Team
Test date 22/02/2019 22/02/2019

Platform S2600WFD S2600WFD

# Nodes 1 1

# Sockets 2 2

CPU 8280L 8280L
Cores/socket, Threads/socket 28/56 28/56

ucode 0x4000013 0x4000013

HT On On

Turbo On On

BIOS version SE5C620.86B.0D.01.0286.011120190816|SE5C620.86B.0D.01.0286.011120190816
DCPMM BKC version NA WW52 -2018
DCPMM FW version NA 5318

System DDR Mem Config: slots / cap / run-speed

12 slots / 16GB / 2666

12 slots / 16GB / 2666

System DCPMM Config: slots / cap / run-speed

12 slots / 512GB

Total Memory/Node (DDR, DCPMM)

192GB, 0

192GB, 6TB

Storage - boot

1x Intel 800GB SSD OS Drive

1x Intel 800GB SSD OS Drive

Storage - application drives

4x P4610 1.6TB NVMe

12x512GB DCPMM

NIC 1x Intel X722 1x Intel X722

Software

oS Red Hat Enterprise Linux Server 7.6 Red Hat Enterprise Linux Server 7.6
Kernel 4.19.0 (64bit) 4.19.0 (64bit)

Mitigation log attached Yes Yes

DCPMM mode NA App Direct, Persistent Memory
Run Method 5 minute warm up post boot, then start 5 minute warm up post boot, then start

performance recording

performance recording

Iterations and result choice

3 iterations, median

3 iterations, median

Dataset size

Two 1.5 Billion Partitions (Insanity
schema)

Two 1.5 Billion Partitions (Insanity
schema)

Workload & version

Read Only, Mix 80% Read/20% Updates,
Updates only

Read Only, Mix 80% Read/20% Updates,
Updates only

Compiler ANT 1.9.4 compiler for Cassandra ANT 1.9.4 compiler for Cassandra
Libraries NA PMDK 1.5, LLPL (latest as of 2/20/1019)
Other SW (Frameworks, Topologies...) NA NA




CASSANDRA CONFIGURATION SETTINGS

Cassandra NVME uses 3.11.3 released version,
DCPMM uses 4.0 trunk with persistent memory
modifications:
https://github.com/shyla226/cassandra/tree/13981

lipl_engine

PMDK 1.5

LLPL https://github.com/pmem/llpl/ pulled 2/20/19

Java

Java™ SE Runtime Environment 1.8.0_201
Java HotSpot™ 64-bit Server VM (build 25.201)

Parameter Value

Recommended
Cassandra
Production
settings:

https://docs.datastax.com/en/dse/5.1/dse-

dev/datastax_enterprise/confi

mendedSettings.html
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configRecom

Yaml modifications

Jvm.options (comment
out CMS section in file)

Number of Cassandra
Processes, DataBases,
Clusters

Cassandra Database
per Application

Cassandra Application
pinned to CPU

Cassandra-Stress
Command to Populate
Database

Cassandra-Stress
Command to Read
Database

concurrent_read/concurrent_write 168/168 for DCPMM
concurrent_read/concurrent_write 56/32 for NVME

-Xms64G -Xmx64G - Xmn48G for DCPMM, no read cache
-Xms32G -Xmx32G -Xmn24G for NVME, more read cache
-XX:+UseAdaptiveSizePolicy for both

2 independent Cassandra processes each with a database, each
process running 1 node cluster configuration

cqlstress-insanity-example.yaml schema, with 1.5 Billion partition
per database(3.0 Billion Total)

numactl -m 0 -C 0-27,56-83 for socket O
numactl -m 1 -C 28-55,84-111 for socket 1

cassandra-stress user
profile=$CASSANDRA_HOME/tools/cqlstress-insanity-
example.yaml ops\(insert=1\) n=1500000000 cl=ONE no-warmup
-pop seq=1..1500000000 -mode native cql3 -node <ip_addr> -
rate threads=<variable>

cassandra-stress user

profile=$CASSANDRA _HOME/tools/cqlstress-insanity-
example.yaml ops\(simple1=1\) duration=30m cl=ONE -pop
dist=UNIFORM\(1..1500000000\) -mode native cql3 -node
<ip_addr> -rate threads=<variable>

Intel Confidential



https://docs.datastax.com/en/dse/5.1/dse-dev/datastax_enterprise/config/configRecommendedSettings.html
https://github.com/shyla226/cassandra/tree/13981_llpl_engine
https://github.com/pmem/llpl/




