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- What is it?


- Probability refresher


- Probability distributions and stochastic processes


- Queueing theory


- Basic model


- Little’s Law


- M/M/1 queueing system

Agenda



§ Queueing Theory?



Thinking about scheduling
- The design of a scheduler can be considered from different angles:


1. As a practical set of policies driven by heuristics and experimentation


- e.g., tuning the rules and “magic numbers” used by a MLFQ scheduler 
based on perceived system responsiveness and empirical data


2. As a theoretical exercise in mathematical modeling and analysis


- Helps to ensure rigor in our calculations, and to provide a more solid 
foundation for reasoning about policies and desired outcomes



Queueing theory
- The mathematical study of wait queues 

- e.g., using probability distributions to describe job behavior and 
stochastic processes to model queueing systems


- Important: rigor does not guarantee correctness!


- Models are only as good as the assumptions they’re based on


- e.g., if we assume constant-length (deterministic) jobs, but jobs are 
exponentially distributed, our results won’t reflect reality



Applications of queueing theory
- Emergency services


- Project management


- Telecommunications and Networking


- Logistics and Transportation


- OS Scheduling


- Etc.



Tip of the iceberg
- Queueing theory was “invented” by Agner Erlang in 1909 

in a paper featuring a proof concerning telephone traffic


- 100+ years of development, with extant open problems


- In depth coverage in CS 555: Analytic Models and  
Simulation of Computer Systems



§ Probability refresher



Probability theory
- Mathematical analysis of experiments with random outcomes


- Given the set of all possible outcomes Ω (the sample space), assign to 
each outcome ω ∈ Ω a probability P(ω) ∈ [0, 1] reflecting its likelihood


- The probabilities of all outcomes sum to 1:  


- An event E is a subset of Ω, with probability
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X
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P (!)
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P (X = n) = p(n) =
X
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P (!)
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{! 2 ⌦ | X(!) = n}

Random variable
- A random variable is a function that maps the sample space onto 

numeric values; e.g., X: Ω → ℕ


- The event E where X = n  is the set


- The probability of this event is 


- Discrete r.v.s map events onto a countable set (e.g., ℕ, ℤ)


- Continuous r.v.s map events onto an uncountable set (e.g., ℝ)



Discrete vs. Continuous
- The function P for a discrete r.v. X, called its probability mass function, 

can be evaluated for distinct values n ∈ range(X); e.g., P(X = n)


- The function P for a continuous r.v. X can not be evaluated for distinct 
values, and so we define f, its probability density function (PDF), where: 

- For both discrete and continuous R.V.s, we can define a cumulative 
distribution function (CDF) F, where:
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P (a  X  b) =

Z b

a
f(x)dx
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F (n) = P (X  n) =
X

xn

P (X = x) or

Z n

�1
f(x)dx



E.g., triple coin toss
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HTH

THH

HTT

THT

TTH

TTT
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1
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X1(!) = # of tails in !

<latexit sha1_base64="3QAmA99xy1BehJAKSrD6iYtzk2Y="></latexit>

X2(!) =

(
1, if (# tails in !) � 2,

0, otherwise



E.g., triple coin toss
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F (2) = P (X1  2) =
X

x2

p(x)
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= 1
8 + 3

8 + 3
8 = 7

8



Statistics of discrete R.V.s
- Expected value (mean):

- Variance:


- Standard deviation:

<latexit sha1_base64="Wbnn+BiV4VVclxRj9hBkHKpK/D0="></latexit>

�2 = E((X � E(X))2) = E(X2)� E(X)2
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E(X) =
X

x2R(X)

x · p(x)

=

Z 1

�1
x · f(x)dx

(discrete X)

(continuous X)
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� =
p
�2 =

p
E((X � E(X))2)



Multiplication & Addition rules
- For any two independent events


- Multiplication rule: 

- e.g., probability of rolling “snake-eyes” with two 6-sided dice:


- Addition rule:


- e.g., probability of rolling two or four with a 6-sided dice:
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P (X = 1) · P (X = 1) =
1

6
· 1
6
=

1

36
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§ Two discrete distributions



- Models the number of Bernoulli trials (independent experiments that can 
either fail or succeed) needed to get one success


- Each trial has success rate p


- PMF:


-  


- E.g., average number of six-sided dice rolls until we get a specific face:


-  

Geometric distribution
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Poisson distribution
- Models the number of events occurring in a fixed time interval given the 

average arrival rate λ is known, and if each event occurs independently


- PMF:


-  


- E.g., if we know that an average of 10 buses per hour arrive at a stop, 
what is the likelihood that only 5 buses arrives in an hour?


-

<latexit sha1_base64="5fkqrADJd9Cy+ufz8Hgm49BVBuY="></latexit>
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Poisson distribution

0 5 10 15 20 25

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

x

P
(X
≤x
)

0 5 10 15 20 25

0.
00

0.
05

0.
10

0.
15

x

P
(X
=x
)

λ=5, λ=10, λ=15



§ Two continuous distributions



Gaussian (Normal) distribution
- Models a “bell curve” with specified mean ( μ ) and variance ( σ 2 )


- PDF:
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1

�2
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f(t) = �e��t, t � 0

Exponential distribution
- Models the amount of time elapsing between success independent 

events, given the average arrival rate λ 

- PDF: 	 CDF: 


-  


- E.g., if we know that an average of 10 buses per hour arrive at a stop, 
what is the likelihood that we will wait ≤ 5 minutes for the next bus? 


-
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F (t) = 1� e��t
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Key property: memoryless
- I.e., the amount of time we have to wait until the next event does not 

depend on how much time has already elapsed!


- i.e., 


- E.g., Given exponential bus inter-arrival times, with P(X > 20 min) = 0.3


- If you’ve already waited 15 minutes for a bus, how likely is it that the 
bus won’t arrive for another 20 minutes?


-  
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§ Stochastic processes



Stochastic process
- A stochastic process is a collection of random variables {Ft , t ∈ T} 

defined over the same sample space


- t is typically a time parameter


- so Ft may describe how some system behaves over time period t



Poisson process
- Series of r.v.s {Nt, t ≥ 0} where:


- Nt models the number of arrivals in time interval [0, t ]


- Nt is described by a Poisson distribution with param λt


- Time between arrivals is exponentially distributed with rate λ 

- Connects the Poisson & Exponential distributions



Markov Chain
- Sequence of r.v.s, X1, X2, X3, such that:

P (Xt+1 = x |Xt = xt, Xt�1 = xt�1, . . . , X2 = x2, X1 = x1)

= P (Xt+1 = x |Xt = xt)

- I.e., next state depends only on the current state


- Future is independent of the past



E.g., predicting the weather
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P(Xt+1=sunny | Xt=rainy)

P(Xt+2=sunny | Xt=rainy)?

pij = P (Xt+1 = j |Xt = i)

= p20 = 0.3

= 0.35

P =

0

@
p00 p01 p02
p10 p11 p12
p20 p21 p22

1

A =

0

@
0.6 0.3 0.1
0.2 0.5 0.3
0.3 0.4 0.3

1

A

“transition matrix”

=
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E.g., predicting the weather

<latexit sha1_base64="Guqf12byNZk35dB1JyLL2RhypNw="></latexit>
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X

k2S

pikpkj
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all rows are equal to the same vector , where⇡

⇡ = ⇡ ⇥ P and
X

i2S

⇡i = 1

converges to a steady-state distributionlim
k!1

P k

E.g., predicting the weather



Independent of starting state:

sunny cloudy rainy

P(Xt=sunny) = 0.371

i.e., fraction of sunny days ≈ 37%

⇡ = [0.371 0.403 0.226]

E.g., predicting the weather
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E.g., predicting the weather

For every state, rate of flow out = rate of flow in

e.g., for S0 :

	 rate out	 = (0.371)(0.1 + 0.3)  
	 	 = 0.148

	 rate in	 = (0.403)(0.2) + (0.226)(0.3) 
	 	 = 0.148
i.e., the system is in equilibrium
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⇡ = [0.371 0.403 0.226]



§ Queueing theory



Basic model

queueing system

wait queue server

arriving

customers

leaving

customers



Queueing parameters

! = T (turnaround time)
#	 = L (total customers)

! = Tq (wait time)
#	 = Lq (waiting customers)

λ
μ

(arrival rate)

(service rate)

! = Ts  
(service time)

= 1/µ

= Tq + Ts



Not (typically) constants!
- Queues we are interested in typically have parameters that vary over time 

- Mathematically, we would describe them using probability distributions 

- We use λ, μ to refer to the expected values (aka averages) of their 
respective distributions


- A typical queueing theory application: given expected values and/or 
distributions of λ and μ, derive other parameters



Stable system

λ μ

in a stable system, queue cannot grow unboundedly!

define ratio             as server utilization, and require 
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µ
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⇢ < 1



Steady state / Equilibrium
- Given a stable system, queueing theory models are often only interested 

in describing long-term, “steady state” behavior


- i.e., after running the queueing system for some time, over a period we 
should find # of customers arriving = # of customers departing

steady state

L

t

λ μ

in a steady state, λ = system throughput



Little’s Law
- In a stable queueing system, L = λT 

- I.e., the average number of customers in the system is equal to the 
product of the average arrival rate and the average turnaround time


- A useful result that is true regardless of the distributions of parameters! 

- Can be applied to just the waiting queue: Lq = λTq


- Or just the server: ρ = λTs



Intuition for Little’s Law
- Suppose the price for a customer to use the system is $1 per time unit


- Option 1 (LHS): Each customer can pay an ongoing cost per time unit 
while in the system.


- Total income per time unit = $L


- Option 2 (RHS): Each customer can pay a lump sum when leaving for 
the total time spent in the system (T ). 


- λ = throughput in steady state, so total income per time unit = $λT

<latexit sha1_base64="cjrhRJDVHNCWy8h0LP6W64/eGhY=">AAAB+HicbVDLSsNAFJ3UV62PRl26GSxC3YREirULoeCmCxcVWltoQ5lMJu3QySTMTIQa+iVuXCji1k9x5984aaP4OjDM4dx7uPceL2ZUKtt+Nworq2vrG8XN0tb2zm7Z3Nu/kVEiMOniiEWi7yFJGOWkq6hipB8LgkKPkZ43vczqvVsiJI14R81i4oZozGlAMVJaGpnl6hW8gEOmHT6CnZORWbGtmp0B/iWOtfjtCsjRHplvQz/CSUi4wgxJOXDsWLkpEopiRualYSJJjPAUjclAU45CIt10sfgcHmvFh0Ek9OMKLtTvjhSFUs5CT3eGSE3k71om/lcbJCo4d1PK40QRjpeDgoRBFcEsBehTQbBiM00QFlTvCvEECYSVzqqkQ/i8VN/e0KjXctJwvkK4ObWcM8u+rlWarTyOIjgER6AKHFAHTdACbdAFGCTgHjyCJ+POeDCejZdla8HIPQfgB4zXD4Y+kf4=</latexit>

(L = �T )



e.g., 35th St. Jimmy John’s:

12 customers arrive per hour,

Average time spent in store = 15 minutes.

Average # customers in store?
<latexit sha1_base64="XAzehGSot9ScMpDaM4m7EUrxkN4="></latexit>

L = �T =
12

hour
⇥ 1 hour

60 min
⇥ 15 min = 3



e.g., Customer appreciation day!

100 customers arrive per hour,

Average line length = 15

Average wait time?
<latexit sha1_base64="fkzJiaJlYw4Ci1tccRcyJGe605M="></latexit>

T =
L

�
= 15⇥ 1 hour

100
= 0.4 hour = 9 min



e.g., Packet switching system with 2 inputs:

λ1=200 packets/s, λ2=150 packets/s,

On average 2,500 packets in system.

Mean packet delay?

λ1

λ2

<latexit sha1_base64="KVvAGZ8O/WsEttzZ6CMU5HnIiYA="></latexit>

T =
L

�1 + �2
=

2, 500

200 + 150
⇡ 7.1s



Kendall’s notation: A/S/c/k/n/d
- Shorthand for describing important aspects of a queuing model:


- A: inter-arrival time distribution


- S: service time distribution


- c: number of servers available


- k: waiting line capacity (default = ∞)


- n: customer population size (default = ∞)


- d: scheduling discipline (default = FCFS)



Kendall’s notation: distributions
- Options for inter-arrival and service distributions:


- D: Deterministic (fixed)


- M: Markovian/Memoryless (exponential distribution)


- G: General/arbitrary distribution (possibly known mean & variance)


- E.g., M/M/1 = exponential inter-arrival & service distributions, 1 server, 
infinite capacity and population, FCFS scheduling discipline



§ M/M/1 queueing system



M/M/1 system
- We can use L (# of customers) to describe the state of the M/M/1 

queueing system


- We can model transitions between these states using a “birth-death” 
process (a special type of Markov chain), where λ and μ are the 
infinitesimal rates of flow between states

0 1 2 3 ...

λ

μ

λ

μ

λ

μ

λ

μ



Birth-Death process 0 1 2 3 ...

λ

μ

λ

μ

λ

μ

λ

μ

- P(Lt = n) is the probability of L=n at time t


- We are interested in the steady-state distribution:

- I.e., pn is the probability of L=n after a long period of time  
(and irrespective of starting state)

<latexit sha1_base64="3Xm871p9PaW7VL4Mcqwp7i0n7yY="></latexit>

P (L = n) = pn = lim
t!1

P (Lt = n |L0 = i), i = 0, 1, 2, . . .



Deriving pn

- At equilibrium, the rate of flow out of = the rate of flow in to each state


- Giving us the balance equations:

0 1 2 3 ...

λ

μ

λ

μ

λ

μ

λ

μ

<latexit sha1_base64="ojXHpLh0K/XtIr/+a8FQIPeG1T8="></latexit>

�p0 = µp1

(�+ µ)pn = �pn�1 + µpn+1, n = 1, 2, . . .

- Latter is a second order recurrence relation with solution of form:

- Where x1 and x2 are roots of the equation 

<latexit sha1_base64="NZZCoueDGSpbnFAK3+2DTPBkOgA="></latexit>

pn = c1x
n
1 + c2x

n
2 , n = 0, 1, 2, . . .

<latexit sha1_base64="1MHnchtB/wZQuAFk3K1ywUtw8VE=">AAACEHicbVBLSwMxGMzWV62vVY9egkWsiGW3FGsPQsFLjxXsA7pryWbTNjT7IMlKy9Kf4MW/4sWDIl49evPfmG0X3wMhw8w3JN84IaNCGsa7lllYXFpeya7m1tY3Nrf07Z2WCCKOSRMHLOAdBwnCqE+akkpGOiEnyHMYaTuji8Rv3xAuaOBfyUlIbA8NfNqnGEkl9fRDy4vg+LoET2DBYirnIngMlXg0Tu65cg6Nnp43isYM8C8xU5IHKRo9/c1yAxx5xJeYISG6phFKO0ZcUszINGdFgoQIj9CAdBX1kUeEHc8WmsIDpbiwH3B1fAln6vdEjDwhJp6jJj0kh+K3l4j/ed1I9s/smPphJImP5w/1IwZlAJN2oEs5wZJNFEGYU/VXiIeIIyxVhzlVgvm1e1WhUk5J1fwsoVUqmqdF47Kcr9XTOrJgD+yDAjBBBdRAHTRAE2BwC+7BI3jS7rQH7Vl7mY9mtDSzC35Ae/0A9w6aTg==</latexit>

µx2 � (�+ µ)x+ � = 0



- 	 has two roots: x = 1 and x = λ/μ = ρ 

- Solutions to recurrence relation are of form


- We know that:


- c1 must be 0, and we have

Deriving pn 0 1 2 3 ...

λ

μ

λ

μ

λ

μ

λ

μ
<latexit sha1_base64="1MHnchtB/wZQuAFk3K1ywUtw8VE=">AAACEHicbVBLSwMxGMzWV62vVY9egkWsiGW3FGsPQsFLjxXsA7pryWbTNjT7IMlKy9Kf4MW/4sWDIl49evPfmG0X3wMhw8w3JN84IaNCGsa7lllYXFpeya7m1tY3Nrf07Z2WCCKOSRMHLOAdBwnCqE+akkpGOiEnyHMYaTuji8Rv3xAuaOBfyUlIbA8NfNqnGEkl9fRDy4vg+LoET2DBYirnIngMlXg0Tu65cg6Nnp43isYM8C8xU5IHKRo9/c1yAxx5xJeYISG6phFKO0ZcUszINGdFgoQIj9CAdBX1kUeEHc8WmsIDpbiwH3B1fAln6vdEjDwhJp6jJj0kh+K3l4j/ed1I9s/smPphJImP5w/1IwZlAJN2oEs5wZJNFEGYU/VXiIeIIyxVhzlVgvm1e1WhUk5J1fwsoVUqmqdF47Kcr9XTOrJgD+yDAjBBBdRAHTRAE2BwC+7BI3jS7rQH7Vl7mY9mtDSzC35Ae/0A9w6aTg==</latexit>

µx2 � (�+ µ)x+ � = 0
<latexit sha1_base64="tL1LQIftvl9yVGMnWfLD48zVh0s="></latexit>

pn = c1 + c2⇢
n, n = 0, 1, 2, . . .

<latexit sha1_base64="Mvv97BQwcMoON1ijYUobMVqFL9Y=">AAACBHicbVDLSsNAFJ3UV62vqMtuBovgqiRSrF0UCm66rGAf0MQwmU7aoZNJmJkIIXThxl9x40IRt36EO//GaRt8H7hwOOde7r3HjxmVyrLejcLK6tr6RnGztLW9s7tn7h/0ZJQITLo4YpEY+EgSRjnpKqoYGcSCoNBnpO9PL+Z+/4YISSN+pdKYuCEacxpQjJSWPLPsyCT0Mt60ZteZQ3mg0hmMPQ6b0PbMilW1FoB/iZ2TCsjR8cw3ZxThJCRcYYakHNpWrNwMCUUxI7OSk0gSIzxFYzLUlKOQSDdbPDGDx1oZwSASuriCC/X7RIZCKdPQ150hUhP525uL/3nDRAXnbkZ5nCjC8XJRkDCoIjhPBI6oIFixVBOEBdW3QjxBAmGlcyvpEOyv3xsa9VpOGvZnCL3Tqn1WtS5rlVY7j6MIyuAInAAb1EELtEEHdAEGt+AePIIn4854MJ6Nl2VrwchnDsEPGK8f9XyX6Q==</latexit> 1X

n=0

pn = 1

<latexit sha1_base64="r1JrqQCKlJ+aWu2x1+GseTvQ9D4="></latexit> 1X

n=0

(c1 + c2⇢
n) = 1, i.e., 

<latexit sha1_base64="jMcXu11J3NlOBFNmRUdODz37ohg=">AAACCnicbVDLSsNAFJ3UV62vqks3o0VwVZJSrF0UCm66rGAf0KRhMp20QyeTMDMRSsjajb/ixoUibv0Cd/6N0zb4PnDhcM693HuPFzEqlWm+G7mV1bX1jfxmYWt7Z3evuH/QlWEsMOngkIWi7yFJGOWko6hipB8JggKPkZ43vZz7vRsiJA35tZpFxAnQmFOfYqS05BaPbRkHbsIbZjpMbMp9NUshdiu2mIRDDhvQcosls2wuAP8SKyMlkKHtFt/sUYjjgHCFGZJyYJmRchIkFMWMpAU7liRCeIrGZKApRwGRTrJ4JYWnWhlBPxS6uIIL9ftEggIpZ4GnOwOkJvK3Nxf/8wax8i+chPIoVoTj5SI/ZlCFcJ4LHFFBsGIzTRAWVN8K8QQJhJVOr6BDsL5+r2vUqhmpW58hdCtl67xsXlVLzVYWRx4cgRNwBixQA03QAm3QARjcgnvwCJ6MO+PBeDZelq05I5s5BD9gvH4AXU+aTQ==</latexit> 1X

n=0

c2⇢
n = 1

only converges if ρ < 1; i.e., λ < μ



- Assuming ρ < 1, 


- I.e.,


- Giving us


- Probability of system being in any state is dependent on ρ alone!

Deriving pn 0 1 2 3 ...

λ

μ

λ

μ

λ

μ

λ

μ
<latexit sha1_base64="1Vk6cymleeirFjmHZyMYn6Ofob4="></latexit> 1X

n=0

c2⇢
n =

c2
1� ⇢

= 1

<latexit sha1_base64="XCVPZrfbzXhWR3OMp6FppkSSlbM=">AAAB8XicbVDLSgNBEOyNrxhfUY9eBoPgxbAbgjEHIeAlxwjmgckSZieTZMjszDIzK4Qlf+HFgyJe/Rtv/o2TZPFd0FBUddPdFUScaeO6705mZXVtfSO7mdva3tndy+8ftLSMFaFNIrlUnQBrypmgTcMMp51IURwGnLaDydXcb99RpZkUN2YaUT/EI8GGjGBjpVvSL116Zz01lv18wS26C6C/xEtJAVI0+vm33kCSOKTCEI617npuZPwEK8MIp7NcL9Y0wmSCR7RrqcAh1X6yuHiGTqwyQEOpbAmDFur3iQSHWk/DwHaG2Iz1b28u/ud1YzO88BMmothQQZaLhjFHRqL5+2jAFCWGTy3BRDF7KyJjrDAxNqScDcH7+r1qUSmnpOp9htAqFb3zontdLtTqaRxZOIJjOAUPKlCDOjSgCQQE3MMjPDnaeXCenZdla8ZJZw7hB5zXD439kHg=</latexit>

c2 = 1� ⇢
<latexit sha1_base64="HccWKQekJXxoaRqRcJBbVw1I6yE=">AAACAnicbVC7SgNBFL3rM8ZX1EpsFoOQFIZdEbUJBGxSWEQwD0jWMDuZTYbMziwzs0IIwcZfsbFQxNavsPNvnE220MQD93I4515m7vEjRpV2nG9raXlldW09s5Hd3Nre2c3t7TeUiCUmdSyYkC0fKcIoJ3VNNSOtSBIU+ow0/eF14jcfiFRU8Ds9iogXoj6nAcVIG6mbO6wVbsq8WI66vFxwTztyIIpJuzde3ik5U9iLxE1JHlLUurmvTk/gOCRcY4aUartOpL0xkppiRibZTqxIhPAQ9UnbUI5Corzx9ISJfWKUnh0IaYpre6r+3hijUKlR6JvJEOmBmvcS8T+vHevgyhtTHsWacDx7KIiZrYWd5GH3qCRYs5EhCEtq/mrjAZIIa5Na1oTgzp+8SBpnJfei5Nye5yvVNI4MHMExFMCFS6hAFWpQBwyP8Ayv8GY9WS/Wu/UxG12y0p0D+APr8we8WpXE</latexit>

P (L = n) = pn = (1� ⇢)⇢n



e.g., M/M/1 queue over at JJ’s
Average of 15 customers arriving per hour

Average service time of 2.5 minutes per customer

How likely is it for there to be 5 customers in the store?
<latexit sha1_base64="IeHUWCFglkfGsHkexJirLyS+ETk="></latexit>

⇢ =
�

µ
=

15

24
= 0.625

<latexit sha1_base64="koBSUa4j89P9Nr03zDrqSAxzOKA="></latexit>

P (L = 5) = p5 = (1� 0.625)0.6255 ⇡ 0.0358



e.g., M/M/1 queue over at JJ’s
Average of 15 customers arriving per hour

Average service time of 2.5 minutes per customer

How likely is it for there to be ≤ 5 customers in the store?
<latexit sha1_base64="QjM0XAt1KOzxc2YJrzLtHIAw4hE="></latexit>

P (L  5) =
5X

n=0

(1� 0.625)0.625n
<latexit sha1_base64="CA9XP4ZKGowDJkautBtluyNCQmg=">AAACKnicdZBLSwMxFIUzVWutr1aXboJFcDXMyGDtruCmywr2Ae1YMmmmDc1MQpIRS+n/cKtrf4274tYfYqYdfFQ9EDiccy/cfIFgVGnHWVi5jc2t/HZhp7i7t39wWCoftRVPJCYtzBmX3QApwmhMWppqRrpCEhQFjHSCyXXad+6JVJTHt3oqiB+hUUxDipE20V0fCSH5A3Tsmud4g1LFsZ2l4G/jZqYCMjUHZSvfH3KcRCTWmCGleq4jtD9DUlPMyLzYTxQRCE/QiPSMjVFElD9bnj2HZyYZwpBL82INl+n3jRmKlJpGgZmMkB6r9S4N/+zSRHPO1L+tVKFau06HV/6MxiLRJMar48KEQc1hyg0OqSRYs6kxCEtq/gfxGEmEtaFbNOTcL2A1o6qXmZr7Sa59YbuXtnPjVeqNjGEBnIBTcA5cUAV10ABN0AIYSPAInsCz9WK9WgvrbTWas7KdY/BD1vsHXkqmgw==</latexit>⇡ 0.9404



Expected value of L?
- Can derive directly from distribution of L


- 	 is just the geometric distribution with parameter 1 – ρ 

- Expectation is  

- Or can derive it directly using a useful property of M/M/* queues: PASTA 

<latexit sha1_base64="oTU+wcyRBUoj73OkLAUdpxvNNXQ=">AAACA3icbVDLSgMxFM3UV62vUXe6CRahLiwzIupGKIjQhYsK9gGdoWTSTBuaSYYkI5Sh4MZfceNCEbf+hDv/xnQ6C60euNzDOfeS3BPEjCrtOF9WYWFxaXmluFpaW9/Y3LK3d1pKJBKTJhZMyE6AFGGUk6ammpFOLAmKAkbawehq6rfviVRU8Ds9jokfoQGnIcVIG6ln711Xbo7gJfRCiXDqyaGYpO5x1nt22ak6GeBf4uakDHI0evan1xc4iQjXmCGluq4Taz9FUlPMyKTkJYrECI/QgHQN5Sgiyk+zGybw0Ch9GAppimuYqT83UhQpNY4CMxkhPVTz3lT8z+smOrzwU8rjRBOOZw+FCYNawGkgsE8lwZqNDUFYUvNXiIfIpKFNbCUTgjt/8l/SOqm6Z1Xn9rRcq+dxFME+OAAV4IJzUAN10ABNgMEDeAIv4NV6tJ6tN+t9Nlqw8p1d8AvWxzc3jJap</latexit>

E(L) =
⇢

1� ⇢

<latexit sha1_base64="OlcUuYf7wpHtIcW+8+dyz8xy43o=">AAAB9XicbVDLTgIxFL2DL8QX6tJNIzHBhWTGGHVJ4oYlJvJIYCCd0oGGTjtpOxpC+A83LjTGrf/izr+xA7NQ8CT35uSce9PbE8ScaeO6305ubX1jcyu/XdjZ3ds/KB4eNbVMFKENIrlU7QBrypmgDcMMp+1YURwFnLaC8V3qtx6p0kyKBzOJqR/hoWAhI9hYqVf2LrpqJM/T1hP9YsmtuHOgVeJlpAQZ6v3iV3cgSRJRYQjHWnc8Nzb+FCvDCKezQjfRNMZkjIe0Y6nAEdX+dH71DJ1ZZYBCqWwJg+bq740pjrSeRIGdjLAZ6WUvFf/zOokJb/0pE3FiqCCLh8KEIyNRGgEaMEWJ4RNLMFHM3orICCtMjA2qYEPwlr+8SpqXFe+64t5flaq1LI48nMAplMGDG6hCDerQAAIKnuEV3pwn58V5dz4Wozkn2zmGP3A+fwBqPJHW</latexit>

(1� ⇢)⇢n



PASTA
- PASTA property: Poisson Arrivals See Time Averages


- i.e., customers arriving will on average encounter the same number of 
customers in the system as predicted by the steady state average


- also: customers arriving will be faced with the same average service 
times as predicted by the steady state average


- Seems intuitive but not always true of other distributions!



Assume E(L) = 5 people in store

- i.e., to the outside observer, there are an average of 
5 people in the store


- given Poisson arrivals, new customers on average 
also see 5 people in the store



Not true in general!

- consider deterministic system:

- arrival times = 1, 3, 5, 7, … 


- service time = 1 (constant)

- E(L) = 1/2


- but arriving customers always see 0 in store!



Mean value approach
- We can compute E(L) directly (without deriving the distribution), using 

Little’s law and PASTA


- Start by considering E(T) (average time spent in system)


- E(T) = avg # customers × avg service time + avg remaining service time 

- by PASTA:


- I.e., 

E(L)
<latexit sha1_base64="ymyeAGsG0SCAPUS/86XPDlc4dtM=">AAAB9HicbZDLSsNAFIZP6q3WW9Wlm8EiuCqJFGt3BTddVrAXaEKZTCft0MkkzkwKJeQ53LhQxK0P4863cdoG7z8M/PznHM6Zz485U9q2363C2vrG5lZxu7Szu7d/UD486qookYR2SMQj2fexopwJ2tFMc9qPJcWhz2nPn14v6r0ZlYpF4lbPY+qFeCxYwAjWJvLcQGKSOlnqhkk2LFfsqr0U+muc3FQgV3tYfnNHEUlCKjThWKmBY8faS7HUjHCaldxE0RiTKR7TgbECh1R56fLoDJ2ZZISCSJonNFqm3ydSHCo1D33TGWI9Ub9ri/C/2iDRwZWXMhEnmgqyWhQkHOkILQigEZOUaD43BhPJzK2ITLDhoA2nkoHgfP29YVSv5abhfELoXlSdy6p9U6s0WzmOIpzAKZyDA3VoQgva0AECd3APj/BkzawH69l6WbUWrHzmGH7Iev0AS8+SuQ==</latexit>

1

µ

<latexit sha1_base64="ymyeAGsG0SCAPUS/86XPDlc4dtM=">AAAB9HicbZDLSsNAFIZP6q3WW9Wlm8EiuCqJFGt3BTddVrAXaEKZTCft0MkkzkwKJeQ53LhQxK0P4863cdoG7z8M/PznHM6Zz485U9q2363C2vrG5lZxu7Szu7d/UD486qookYR2SMQj2fexopwJ2tFMc9qPJcWhz2nPn14v6r0ZlYpF4lbPY+qFeCxYwAjWJvLcQGKSOlnqhkk2LFfsqr0U+muc3FQgV3tYfnNHEUlCKjThWKmBY8faS7HUjHCaldxE0RiTKR7TgbECh1R56fLoDJ2ZZISCSJonNFqm3ydSHCo1D33TGWI9Ub9ri/C/2iDRwZWXMhEnmgqyWhQkHOkILQigEZOUaD43BhPJzK2ITLDhoA2nkoHgfP29YVSv5abhfELoXlSdy6p9U6s0WzmOIpzAKZyDA3VoQgva0AECd3APj/BkzawH69l6WbUWrHzmGH7Iev0AS8+SuQ==</latexit>

1

µ
<latexit sha1_base64="fWvRBnfB7K60TOgellNxDn++WAc=">AAACEXicbZDLSgMxFIYz9VbrbdSlm2ARWoQyI8XahVCQQhcuKvQGnaFk0kwbmrmQZIQyzCu48VXcuFDErTt3vo1pO6hVfwj8+c85JOdzQkaFNIwPLbOyura+kd3MbW3v7O7p+wcdEUQckzYOWMB7DhKEUZ+0JZWM9EJOkOcw0nUmV7N695ZwQQO/JachsT008qlLMZIqGuiFeqFVhJewXrguWi5HODaT2PKiBJ7CpftAzxslYy7415ipyYNUzYH+bg0DHHnEl5ghIfqmEUo7RlxSzEiSsyJBQoQnaET6yvrII8KO5xsl8EQlQ+gGXB1fwnn6cyJGnhBTz1GdHpJj8bs2C/+r9SPpXtgx9cNIEh8vHnIjBmUAZ3jgkHKCJZsqgzCn6q8Qj5HiIBXEnIJgfu9eVaqUU1M1vyB0zkrmecm4KedrjRRHFhyBY1AAJqiAGmiAJmgDDO7AA3gCz9q99qi9aK+L1oyWzhyCJWlvn6m2nAM=</latexit>

E(T ) = E(L)
1

µ
+

1

µ



Mean value formulae

- By Little’s law,
<latexit sha1_base64="5JGZf3A7FL7xfbPJGuTtLjnwyqY=">AAAB/HicbVDLSgMxFM3UV62v0S7dBIvQbsqMFGsXQkEKXbio0Be0Q8lk0jY0kxmSjDAM9VfcuFDErR/izr8xbQffBwKHc+7h3hw3ZFQqy3o3MmvrG5tb2e3czu7e/oF5eNSVQSQw6eCABaLvIkkY5aSjqGKkHwqCfJeRnju7Wvi9WyIkDXhbxSFxfDThdEwxUloamflG8boEL+GQ6YyHYKPYLo3MglW2loB/iZ2SAkjRGplvQy/AkU+4wgxJObCtUDkJEopiRua5YSRJiPAMTchAU458Ip1kefwcnmrFg+NA6McVXKrfEwnypYx9V0/6SE3lb28h/ucNIjW+cBLKw0gRjleLxhGDKoCLJqBHBcGKxZogLKi+FeIpEggr3VdOl2B//b2mUa2kpGZ/ltA9K9vnZeumUqg30zqy4BicgCKwQRXUQRO0QAdgEIN78AiejDvjwXg2XlajGSPN5MEPGK8fZcSS9Q==</latexit>

E(L) = �E(T )

<latexit sha1_base64="fWvRBnfB7K60TOgellNxDn++WAc=">AAACEXicbZDLSgMxFIYz9VbrbdSlm2ARWoQyI8XahVCQQhcuKvQGnaFk0kwbmrmQZIQyzCu48VXcuFDErTt3vo1pO6hVfwj8+c85JOdzQkaFNIwPLbOyura+kd3MbW3v7O7p+wcdEUQckzYOWMB7DhKEUZ+0JZWM9EJOkOcw0nUmV7N695ZwQQO/JachsT008qlLMZIqGuiFeqFVhJewXrguWi5HODaT2PKiBJ7CpftAzxslYy7415ipyYNUzYH+bg0DHHnEl5ghIfqmEUo7RlxSzEiSsyJBQoQnaET6yvrII8KO5xsl8EQlQ+gGXB1fwnn6cyJGnhBTz1GdHpJj8bs2C/+r9SPpXtgx9cNIEh8vHnIjBmUAZ3jgkHKCJZsqgzCn6q8Qj5HiIBXEnIJgfu9eVaqUU1M1vyB0zkrmecm4KedrjRRHFhyBY1AAJqiAGmiAJmgDDO7AA3gCz9q99qi9aK+L1oyWzhyCJWlvn6m2nAM=</latexit>

E(T ) = E(L)
1

µ
+

1

µ

<latexit sha1_base64="kv8tmvUgW1YvVhae/TQW333Bo+I="></latexit>

E(T ) =
1

µ(1� �
µ )

=
1

µ(1� ⇢)

<latexit sha1_base64="ls5uZ2zHd54XCsbFTXlhDBxW988="></latexit>

E(L) =
�

µ(1� ⇢)
=

⇢

(1� ⇢)

<latexit sha1_base64="lbwy0k3nkI1UyPgbMzl70sSYWPs=">AAAB/3icbZDLSsNAFIYn9VbrLSq4cTNYhLopiRRrF0JBhC4r9AZNCJPppB06k4SZiVBiF76KGxeKuPU13Pk2Ttvg/YeBn/+cwznz+TGjUlnWu5FbWl5ZXcuvFzY2t7Z3zN29jowSgUkbRywSPR9JwmhI2ooqRnqxIIj7jHT98eWs3r0hQtIobKlJTFyOhiENKEZKR555cFVqefIEXkAnEAin9jR1eDL1zKJVtuaCf42dmSLI1PTMN2cQ4YSTUGGGpOzbVqzcFAlFMSPTgpNIEiM8RkPS1zZEnEg3nd8/hcc6GcAgEvqFCs7T7xMp4lJOuK87OVIj+bs2C/+r9RMVnLspDeNEkRAvFgUJgyqCMxhwQAXBik20QVhQfSvEI6Q5KI2soCHYX3+vaVUrmanZnxA6p2X7rGxdV4r1RoYjDw7BESgBG1RBHTRAE7QBBrfgHjyCJ+POeDCejZdFa87IZvbBDxmvH5bslX0=</latexit>

E(Ts) =
1

µ

<latexit sha1_base64="6aHLloUIdccD6gwo4XiS/y3/Vos="></latexit>

E(Tq) = E(T )� E(Ts)

=
⇢

µ(1� ⇢)

Agrees with distribution-based analysis



Powerful (and surprising?) results
- Expected values of all M/M/1 system parameters are entirely dependent 

on the relationship of arrival and service times


- Applicable to a vast number of different domains!


- But: important to understand M/M/1 assumptions


- And remember: Little’s law applies to all queues, regardless of arrival/
service distributions



e.g., M/M/1 queue over at JJ’s
Average of 15 customers arriving per hour

Average service time of 2.5 minutes per customer

What is the average number of customers in the store?
<latexit sha1_base64="IeHUWCFglkfGsHkexJirLyS+ETk="></latexit>

⇢ =
�

µ
=

15

24
= 0.625

<latexit sha1_base64="7pmmjWs9IvrPTtouHARSHr+z7Mk="></latexit>

E(L) =
⇢

1� ⇢

<latexit sha1_base64="tnWGDE5nffXzNmZ1o7uZwc5taPM="></latexit>

=
0.625

1� 0.625
⇡ 1.667


