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Developers of Semantic Web applications face a challenge with respect to the decentralised publi-
cation model: how and where to find statements about encountered resources. The “linked data”
approach mandates that resource URIs should be de-referenced to return resource metadata. But
for data discovery linkage itself is not enough, and crawling and indexing of data is necessary. Ex-
isting Semantic Web search engines are focused on database-like functionality, compromising on
index size, query performance and live updates. We present Sindice, a lookup index over resources
crawled on the Semantic Web. Our index allows applications to automatically locate documents
containing information about a given resource. In addition, we allow resource retrieval through
uniquely identifying inverse-functional properties, offer a full-text search and index SPARQL end-
points. Finally we introduce an extension to the sitemap protocol which allows us to efficiently
index large Semantic Web datasets with minimal impact on the data providers.

Categories and Subject Descriptors: H.3.3 [Information Storage and Retrieval]: Information
Search and Retrieval—Information filtering; H.3.5 [Information Storage and Retrieval]: On-
line Information Services—Data sharing; H.3.1 [Information Storage and Retrieval]: Content
Analysis and Indexing—Indexing methods

1. INTRODUCTION

The Semantic Web can be seen as a large knowledge-base formed by sources that
serve information as RDF files or through SPARQL endpoints. A fundamental
feature of the Semantic Web is that the graphs are decentralised: it has no single
knowledge-base of statements but instead anyone can contribute statements by
making them available in a public web space. These sources might have nothing in
common, but by using shared identifiers (URIs) and shared terms, their information
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can be merged to provide useful services to both humans and software clients.

This decentralised nature of the Semantic Web, much like that of the Web, is
one of its most fascinating characteristics. But for developers of Semantic Web
applications, automatically finding relevant sources of information is a big challenge:
how and where to find statements about certain resources?

This article introduces Sindice, a scalable online service that addresses exactly
this question. Sindice crawls the Semantic Web and indexes the resources en-
countered in each source. A simple API then offers to Semantic Web application
developers the ability to automatically locate relevant data sources and integrate
the data from these sources into their applications.

Sindice collects RDF documents from the Semantic Web and indexes these on
resource URISs, inverse functional properties (IFPs) and keywords. Sindice offers
a user interface through which human users can find these documents, based on
keywords, URIs, or IFPs. More importantly, Sindice allows Semantic Web agents
and clients such as Disco! to retrieve and integrate these results into a unified
information corpus for their users. Note that Sindice may return sources regardless
of whether they reference each other; Sindice may also return documents that use
different identifiers for the same concept, using inverse functional properties for
consolidation.

1.1 Motivation: an interlinked web of data

The amount of structured data available on the Semantic Web which could support
our scenario has recently grown considerably. Large and important data collections
such as DBLP?, Wikipedia article links® and infoboxes?*, UniProt® and Geonames®,
are now available as retrievable RDF datasets or as SPARQL endpoints. Projects
such as Bio2RDF [Belleau et al. 2007] provide real-time mapping and consolida-
tion of identifiers over vast amounts of bioscience databases. Moreover, there is a
trend towards embedding RDF in conventional web pages using techniques such as
GRDDL" and RDFa?.

These developments make the Semantic Web a practical reality in terms of open
availability of significant data. But syntactic compatibility through RDF of data
is only a first step toward the vision of the Semantic Web as an open and world-
wide distributed source of knowledge. The Semantic Web enables applications to
integrate data from distributed sources at runtime, by simply merging the graphs in
the data sources. Due to the reuse of the same global identifiers across the graphs,
the distributed sub-graphs can be connected to form a single, virtual, graph. But
to combine data from multiple sources, application developers face two challenges,
due to the decentralised publishing infrastructure of the Semantic Web: first, they
need to discover the data sources that they want to integrate into their application;

Thttp://wwwé.wiviss.fu-berlin.de/rdf_browser/
2http://www4.wiwiss.fu-berlin.de/dblp/
3http://labs.systemone.at/wikipedia3
4nttp://dbpedia.org
Shttp://www.isb-sib.ch/~ejain/rdf/
Shttp://geonames.org
"http://www.w3.org/TR/grddl/
Shttp://www.w3.org/TR/xhtml-rdfa-primer/
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secondly, in order to combine the graphs, they need to identify common resources
across the sub-graphs.

For the first challenge, applications could crawl the Semantic Web by Interpreting
resource identifiers as hyperlinks that can be followed, as mandated by the “linked
data” approach?. The main principles of linked data are, (i) that all items should be
identified using URI references (instead of blank nodes); (ii) that all URI references
should be resolvable on the Web to RDF descriptions; and (iii) that every RDF
triple should be interpreted as a hyperlink to be followed by Semantic Web browsers
and crawlers [Berners-Lee 2006; Sauermann et al. 2007; Miles et al. 2006].

The linked data approach relates a resource URI to a resolvable web address
making the creator of the identifier the natural “official” source of information
about the resource. On the one hand this approach creates the preconditions for
successful Semantic Web crawling of the Semantic Web by applications and spiders.
Also, it fits scenarios where entities have a clear official ownership such as personal
FOAF profiles. But linkage alone is not sufficient since it only discovers sources
recursively linked to by the original data owner [McBryan 1994]. A more inclusive
discovery process which aggregate, relates and links disparate sources together that
provide information about the same resources requires crawling and indexing of
Semantic Web data [Ding et al. 2004].

For the second challenge, identifying common resources inside data sources to
connect the sub-graphs, application developers can rely on shared reuse of URIs
(which identify a resource directly) and on OWL’s inverse functional properties
(which uniquely identify a resource indirectly). However, interlinked datasets through
reuse of common vocabulary and shared URIs are not yet widespread, as shown by
Ding and Finin [2006] in their study of maintenance and reuse of Semantic Web
ontologies. Also, performing the required OWL reasoning to find the inverse func-
tional properties in a graph can be computationally expensive and prevent efficient
indexing. Again, since this discovery and identification process is needed in ev-
ery Semantic Web client that integrates online data sources, application developers
would benefit from an architecture providing these as a service.

To address both challenges in discovering decentralised Semantic Web data, an
architectural element is required that creates the missing links and allows Semantic
Web clients to find and integrate independent sub-graphs into a single, virtual, large
graph. This element is offered by Sindice, our lookup service for source discovery.

1.2 Usage scenario

Sindice, online at http://sindice.com, allows its users to find documents with
statements about particular resources. Sindice is in the first place not an end-user
application, but a service to be used by any decentralised Semantic Web client
application to locate relevant data sources. As an application service Sindice can
be accessed through its Web API, for human testing and debugging we also offer
an HTML front-end.

Fig. 1 displays the results of searching for the URI of Tim Berners-Lee as dis-
played on the HTML interface; the application interface returns the same results
but in various machine-processable formats such as RDF, XML, JSON and plain

9http://esw.u3.org/topic/SweolG/TaskForces/CommunityProjects/LinkingOpenData



4 . E. Oren et al.

® el ic index =)

Fle Edt View Go Bookmarks Tabs Help

[[2 httpursindice. combetajurishttp:/wwww3.orgiPeopler| ¢

| Lookup.

search keyword | search uri | search ifp
*http:/jwww.w3.org/People/Berners-Leefcard#i* mentioned in:

1. Tim Berners-Lee's FOAF file
2007-07-05 - search - cached
hittp:/fwww.w3.org/People/Berners-Lee/card

. hitputdanbri.org/foaf.rdf

™~

2007-07-05 — search — cached
3. Edd Dumbill's FOAF file < ?xml version="1.0" encoding="iso—8859—1"7>

2007-07-05 - search - cached <rdf:RDF

http yiheddley.com/eddffoaf.ref xmins:rdfs="http:/ /www.w3.0rg/2000/01 /rdf —schema#"
4. Eval Oren. FOAE file of Eval Oren xmins:rdf="http:/ /www.w3.0rg/1999,/02,/22 — rdf —syntax — ns#" >

2007-07-06 - search - cached

http:/jwww eyaloren.org/foaf.rdf < rdf:Description rdf:about="http://www.w3.org/People/Berners — Lee/card#i" >
5. http:/ipeople.w3.org/simon/foaf < rdfs:seeAlso rdf:resource="http://www.w3.org/People/Berners— Lee/card’/ >

2007-07-07 - search - cached < rdfs:seeAlso rdf:resource="http://danbri.org/foaf.rdf' / >
6. http:, Jvan-herman.net/foaf.rdf < rdfs:seeAlso rdf:resource="http://heddley.com/edd/foaf.rdf'/ >

2007-07-11 - search - cached <rdfs:seeAlso rdf:resource="http://www.eyaloren.org/foaf.rdf / >

<rdfs:seeAlso rdf:resource="http://people.w3.org/simon/foaf' / >
(beta version) < rdfs:seeAlso rdf:resource="http://www.ivan —herman.net/foaf.rdf’/ >
Submit your RDE About Sindice < /rdf:Description >
© 2007 Digital Enterprise Research Institute < /rdf:RDF >
Renaud Delbru & Eyal Oren & Giovanni Tummarello

Fig. 1. Documents mentioning Tim Berners-Lee, in the Web interface (left) and in the API (right)

text. We can see that several documents are returned that each mention his URIL.
For each result some further information is given (human description, date of last
update) to enable users to choose the best suitable source. The results are ranked
in order of relevance.

Sindice enables Semantic Web clients such as Piggy Bank [Huynh et al. 2007],
DBin [Tummarello et al. 2006] and Tabulator [Berners-Lee et al. 2006] to find
documents with information about a given resource, identified through an explicit
URI, an inverse functional property or a keyword search. This capability fits well
on top of many existing Semantic Web clients. The immediate use for Sindice
inside such clients is to enable a “find out more” button, to be shown next to the
information currently known about a resource.

Upon pressing that button, the client would contact Sindice for a ranked list
of documents with more information about the resource. The user would be pre-
sented with a ranked list of these documents including a human-readable source
description. The user could then choose the sources of interest (or those consid-
ered trustworthy), after which the client application could import the information
from these documents. The user could maybe also select to “always consider these
domains as providers of good information” to allow fully automated information
import during subsequent lookups.

For clients that implement the linked data principles, integration with Sindice is
trivial. Sindice behaves as a “good citizen” of the linked data Web: it provides all
results as RDF that themselves follow the “linked data” principles. For example,
Fig. 2 shows results from Sindice in the Disco'® Semantic Web browser: all resulting
documents are browseable resources themselves and can easily be followed.

While Sindice supports, uses, and promotes the linked data model (namely in
its crawling and ranking), it also supports locating information about URIs that

Ohttp://wwwd.wiwiss.fu-berlin.de/rdf_browser/
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Fig. 2. Application integration: Sindice results in the Disco browser

are not URLs and cannot be de-referenced such as telephone numbers or ISBN
numbers. But most importantly, Sindice helps locating statements about resources
made outside their “authoritative” source.

1.3 Outline

The rest of this article will proceed as follows. Section 2 introduces Sindice’s de-
sign principles: to act only as document locator, to be document-oriented, and to
offer continuous live updates over the index. Section 3 introduces the requirements
and architecture and discusses the technical feasibility of implementing the require-
ments while adhering to our design principles, while Section 4 introduces the three
operational pipelines for crawling, indexing, and querying that form the core of our
architecture. Section 6 describes the overall set of tools that Sindice offers to the
data publishers. These include a validation service to ensure data is published well-
interlinked and introduces an extension to the robots protocol to ensure published
data will be found and indexed by Semantic crawlers. We then discuss related work
in Section 7 and conclude in Section 8.

2. DESIGN PRINCIPLES

During the design of Sindice, or in general, of a component for discovering Semantic
Web data, several decisions need to be made with respect to for example query
functionality, inferencing support, and physical index distribution. This section
explores each of these design decisions in general and explains which choices we
have made in the design of Sindice, influenced by the specifics of our use case:
supporting application developers in locating relevant data sources with common
resources and allowing them to connect these sub-graphs.

Query functionality. The offered query functionality of any Semantic Web index
is a trade-off between expressiveness and performance. On the one end, a minimum
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query functionality would be simple term lookups, similar to the basic model of
current Web search engines [Broder 2002]. On the other hand, a maximal query
functionality would be similar to GraphLog-like [Consens and Mendelzon 1990] or
Datalog-like queries [Ullman 1989] over the graph of triples.

This trade-off is influenced by one’s view of the relation between the Web and
the Semantic Web. When regarding the Semantic Web as a large collection of
RDF documents, it would be natural to index these documents through information
retrieval techniques such as inverted indices [Salton and McGill 1983; Manning et al.
2008] and to offer simple lookup queries over the indexed terms. When regarding
the Semantic Web as a large connected space of triples, it would be natural to index
these triples through database techniques and to offer conjunctive queries over the
full set of triples.

In Sindice, we take the first approach: we index all identifiers in (URIs and
IFPs) and literal words in the graph, allow lookups over these identifiers and return
pointers to sources that mention these terms. For our scenario only lookups over
common identifiers are required: after providing clients with pointers to relevant
data sources, the clients can process the triples in these sources themselves.

Inferencing support. Since the data that we are indexing has a particular and
well-defined semantics, again a trade-off must be made regarding the offered infer-
encing support: through inferencing rules such as the RDF, RDFS, or OWL en-
tailment regimes [Hayes 2004; McGuinness and van Harmelen 2004], more precise
and more complete answers can be given, in exchange for additional computational
costs during document processing or during query answering.

Focusing only on the indexing of resource identifiers (URIs and IFPs), the relevant
inferences come from the OWL vocabulary that defines implicit equality through
(inverse) functional properties. The exact set of identifiers that we can extract from
each document depend on the properties and schemas used in the document: for
example, the usage of an inverse functional property would result in an indirect
identifier. To correctly compute all identifiers in the document we should therefore
not only perform the inference computations but first recursively fetch and import
all the referenced schemas.

Access ethics. Similar to traditional Web crawling, collecting and indexing data
from Web sites involves ethical issues with regard to the behaviour of the crawler.
Crawling should be done in accordance with accepted ethics of “good behaviour”
[Thelwall and Stuart 2006]. An element of such ethics, related to privacy and
crawling costs, is partially addressed by the robots exclusion protocol'!, which
enables site owners to partially disallow crawling on their site and is adhered to
by all crawlers of commercial search engines. Since crawling can incur considerable
costs for data providers, due to bandwidth cost and a degradation or even denial
of service to other clients, crawlers should respect accepted standards. Micro-
payments have been suggested to secure proper crawler behaviour [Krogh 1996];
crawlers could also share a portion of the economical value gained from the crawled
data with the data provider [Thelwall and Stuart 2006], through advertisements or
click-through compensation.

Hhttp://waw.robotstxt.org/wc/exclusion. html
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In Sindice we try to respect the privacy and resource limits of data publishers
by adhering to the robots protocol and by our extension of the Sitemap protocol
allowing data publishers to indicate how to best crawl their site and its data: which
data to ignore, which data to index iteratively and where to find large collected
dumps of data.

Data ownership. In terms of data access, further consideration must be given to
issues such as copyright and privacy. These issues are also relevant in traditional
Web crawling, but are more pertinent here due to the higher economic value of
Semantic Web data. In terms of copyright and data ownership, some argue that
Web data is in the public domain and can thus be crawled freely while others sug-
gest that data should only be aggregated, indexed and analysed with the informed
consent of its owners [van Wel and Royakkers 2004; Lin and Loui 1998; Tavani
1999]. More important is the copyright and other intellectual property rights of
the data publishers; although the notion of “fair use” allows usage and indexing
of copyrighted material for purposes such as news reporting or research [Landes
and Posner 2003; Depoorter and Parisi 2002; Erickson 2003], major economic value
gained by crawling and indexing copyrighted content might not be considered to
fall under fair use, as in the Napster case [Klein et al. 2002] or the case around
Google’s indexing of Belgian newspapers [van Asbroeck and Cock 2007].

To properly address the ownership rights of data providers, one could employ
a “push” model instead of the traditional “pull” model of Web crawlers. If data
providers are offered a way to notify the indexing service of new data, they can
explicitly give their consent to the indexing of that data and could attach appropri-
ate clauses for the use of that data. In Sindice we currently rely on a combination
of a “pull” approach and a “push” approach: we crawl data providers but we also
use offer a notification service through which data providers can explicitly ask us
to index their data.

Another design possibility with respect to data ownership, is to let the data
providers index their own data and submit the compressed index to our centralised
index. In that manner, data providers can make use of the lookup index to advertise
their data to potential customers while retaining control over which information is
disclosed to these clients. We have not implemented this model in Sindice yet but
are investigating it for future work: when Semantic Web data increases in value,
data providers will want to advertise it without publishing it for free.

Index construction. Considering the scale and growth rate of most Web data,
indexing all Semantic Web data will result in very large indices. Our current index
and short-term estimates (discussed in Section 3.3) show that projected sizes will
fit on one commodity machine for some while. But since Semantic Web data will
likely continue to grow exponentially [Finin and Ding 2006], distributed processing
and indexing will be required; our parallel and distributed architecture is designed
to do so.

To index Semantic Web data we need to consider three types of limited resources:
storage space, processing power and network bandwidth. Network bandwidth is
required to crawl and fetch Semantic Web documents, processing power in order
to perform the OWL reasoning and extract the relevant identifiers. Storage space
is required for holding the indexed data until query time but also potentially to
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store all encountered Semantic Web data to later perform off-line, in-depth, data
analysis.

In terms of network bandwidth and processing power, one possibility for decen-
tralisation is to let data providers index their own data and to send us the indexed
data, as discussed above. Since indices are typically at least one order of magnitude
smaller than the raw data, local index construction would save network consump-
tion and share the processing costs over all data providers (which would probably
need to be compensated for constructing the index). As mentioned before, we have
not yet explored this possibility.

In Sindice, to be able to construct and store the index in a scalable manner, we
cluster our machines into a parallel architecture with shared storage space, which
allows us to address the scarcity of processing power and storage through simple
scaling of commodity hardware. Sindice uses the Hadoop'? parallel architecture,
which is inspired by the job management architecture MapReduce [Dean and Ghe-
mawat 2004], the distributed lightweight database Bigtable [Chang et al. 2006] and
the distributed filesystem GFS [Ghemawat et al. 2003].

3. SINDICE ARCHITECTURE

This section presents our functional and non-functional requirements, introduces
the main Sindice architecture and analyses whether building such a service is tech-
nically feasible on commodity hardware.

3.1 Functional requirements

The requirements for Sindice can be divided in functional and non-functional re-
quirements. In terms of base functionality, Sindice offers three services to client
applications: (i) it parses files and SPARQL endpoints while crawling or when
“pinged” explicitly; (ii) it looks up resources (identified by their URI or by a com-
bination of an inverse-functional property and identifying value) and returns URLSs
of RDF documents where these resources occur; and (iii) it searches full-text de-
scriptions and returns the URLSs of sources in which these resources occur. To fulfil
these requirements, the abstract Sindice API thus consists of four methods:

index(url) => nil: parses and indexes document or SPARQL endpoint at
given URL,

lookup(uri) => url[]: looks up a resource with given URI, returns a ranked
list of sources in which that resource occurs,

lookup(ifp, value) => url[]: looks up a resource uniquely identified with
property-value pair, returns a ranked list of sources in which that resource
occurs,

lookup(text) => url[]: looks up a textual query, returns a ranked list of
sources in which the given terms occur.

Additionally, we have three non-functional design requirements. First, we want to
minimise the index size, so as to allow indexing of the whole (current) Semantic Web
on a single commodity node without networked storage or disk-arrays. Secondly,

2http://lucene.apache.org/hadoop
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we want to minimise lookup times, so as to allow applications to use Sindice by
default to lookup more information for any encountered resource. Thirdly, we want
to allow continuous live updates of the index so as to keep the index up-to-date.

3.2 Architecture design

The architecture consists of several independent components that operate in sev-
eral pipelines to achieve crawling, indexing, and querying. Each pipeline will be
discussed in detail in Section 4. Here we briefly introduce the overall architecture,
as shown in Figure 3.

The Web frontend is the main entry point, divided in a user interface for human
access and an HTTP API for machine access. Then, there are several components
for crawling and indexing RDF documents. The crawler autonomously harvests
RDF data from the Web and adds it to the indexing queue. If pinged (through
the human interface or the API) to parse new documents, these are also added to
the queue. The gatekeeper evaluates each entry in the queue and decides whether,
and with which priority, we want to index it, based on whether we have seen the
document before, its last modification date, its content digest, etc. The indexer
extracts URIs, IFPs and keywords from each document (using the reasoner for IFP
extraction) and adds these to their respective index. During lookup, the interface
components only need to pass the queries to the relevant index, gather the results,
and generate the required output such as HI'ML pages with appropriate layout.

All components except the frontend and the actual index are distributed over ar-
bitrary parallel nodes using Hadoop'3, a parallel architecture based on the MapRe-
duce paradigm [Dean and Ghemawat 2004].

13http://lucene.apache.org/hadoop
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The three indices store occurrences of resource URIs, resource IFPs and liter-
als in RDF documents. The URI index contains an entry for each resource URI
that lists the document URLs where this resource occurs. The IFP index is sim-
ilar, except that instead of explicit resource URIs, the uniquely identifying pair
(property, value) is used as index key, again pointing to a list of document URLs
where this pair occurs. This index allows lookup of resources with different URIs
that actually identify the same real-world thing. The literal index contains an entry
for each token (extracted from the literals in the documents), again pointing to a
list of document URLs.

In designing the index, we optimise for disk space and lookup times. Since the
only required access pattern is from resource to mentioning sources, an inverted
index of URI occurrences in documents is a natural structure. In general, lookup
on such an index can be performed in almost constant time over the size of the
index. Lookups that return a large list of documents cause longer query times,
especially ontology classes such as foaf:Person or sioc:Forum that appear in
many documents (in membership definitions). The straightforward solution is to
either eliminate these occurrences as stopwords or to return only a limited set of
results (top k).

Technically these indices have been implemented both as an on-disk persistent
hashtable, mapping from resource URIs to mentioning documents, and in the Solr**
information retrieval engine. The on-disk hashtable is conceptually simple but less
efficient in practise because it lacks optimisations, such as distributed indexing,
efficient sort algorithms, index compression, and caching, that are standard in in-
formation retrieval engines.

3.3 Feasibility

Before detailing the internals of Sindice, we analyse its feasibility. We analyse a
representative sample of Semantic Web data and analyse graph-theoretical proper-
ties that allow us to predict the required index size using inverted index structures.
We can then cluster and replicate such index structures to provide service in a
round-robin fashion.

As an indication of required index size, informed by earlier results on the size of
the Semantic Web [Ding and Finin 2006], we aim to store, on a single commodity
machine, at least a billion unique resources. To predict the project index size for
indexing such resources, we have crawled Semantic Web data for around four weeks
and collected some 3.2 million unique resources.

Compared to other crawls, ours seems a representative collection of Semantic Web
data. For example, the SWSE search engine contained around 11 million unique
URIs in May 20065, whereas Ding and Finin [2006] estimated the Semantic Web
to contain around 10 million documents in August 2006 (although the first counts
URIs and the other counts documents, they are in the same order of magnitude).

The required index space in terms of indexed resources depends primarily on
how often each resource is mentioned, i.e. the ratio between resources (URIs) and
documents (URLs). This ratio is important because inverted indices are compressed

Mhttp://lucene.apache.org/solr
15personal communication with A. Hogan
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for optimised storage (and for result caching) and the compression depends on the
occurrence distribution of URIs. In ordinary text documents, words are estimated
to follow a Zipfian distribution (a type of power law) [Li 1992; Zipf 1932].

We analysed how often the same URIs where mentioned across different docu-
ments, which is plotted in Fig. 4. The left graph shows a zoomed result in log-scale,
the right graph shows the complete data in log-log-scale. These graphs demon-
strate that distribution (reuse) of URIs over documents follow a power-law and
therefore exhibit scale invariance. This scale-free property means that the ratio of
URIs/URLSs will remain constant as the Semantic Web grows which means that we
can estimate the average number of times a resource will be mentioned independent
of the size of the Semantic Web.

The power law found in URI occurrences is not surprising since choosing terms
(URIs) to use in an RDF description is a social process and thus prone to prop-
erties such as preferential attachment that result in scale-free networks. Also, our
result corresponds with earlier analysis that showed that many other properties of
Semantic Web graphs also follow power-law behaviour [Ding and Finin 2006].

As we can see, URIs on the Semantic Web seem to follow a similar distribution
to words in natural-language documents [Li 1992; Zipf 1932]. Because of this sim-
ilarity between term distribution of URI occurrence in Semantic Web documents
and term distribution of words in natural-language documents, we expect that ap-
plying existing information retrieval techniques on Semantic Web data will exhibit
similar scalability behaviour as on ordinary documents. In Section 5 we empirically
evaluate the scalability of our index structure using real-world data.

4. OPERATIONAL PIPELINES

As explained in the previous section, Sindice consists of three major tasks: crawling
the Semantic Web, indexing found RDF documents, and allowing lookup queries
to locate documents mentioning a resource. Each of these tasks can be broken
into processing pipelines: a crawling pipeline, an indexing pipeline and a querying
pipeline.
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4.1 Crawling pipeline

We aim to provide a live view of the HT'TP-retrievable Semantic Web, to reward
and encourage people that publish RDF files by allowing them to quickly observe
their information being reused. Crawling and finding those documents is the goal
of the crawling pipeline which is devoted to discovering new RDF documents and
refreshing previously indexed sources. We focus on maximising index quality while
adapting to constrained network resources and minimising the impact on remote
servers.

4.1.1 Source wverification. The first stage of the pipeline is a pool of unveri-
fied starting points. This pool is continuously being fed by direct user submis-
sion via the Sindice user interface and API, via pings from other services such as
pingthesemanticweb.com and by finding new source candidates at many stages of
the crawling process itself.

The first step of the crawling pipeline is to decide whether sources in the unverified
sources pool indeed contain Semantic Web data, by being either an RDF document
or a SPARQL endpoint: if they do, they are moved to the verified sources pool. If
sources do not respond or give errors, they are removed from the pool. If the source
is not an RDF source, we verify whether it links to RDF data in various ways. We
currently follow two approaches to discover such linked RDF data: through an
HTML “meta” link, as is current practise to link from e.g. personal homepages to
FOAF profiles, or through an ordinary HTML “href” link pointing to documents
with an “.rdf” extension.

A similar processing algorithm is used to periodically refresh indexed sources.
The handling of these sources is more conservative: locations that timeout or return
errors are ignored but left in the pool and retried at a later time.

4.1.2  Source scheduler. Sources from the wverified resources pool are selected
and moved into the indexing pipeline by the scheduler. The scheduler tackles a
common problem in Web crawling [Pant et al. 2004; Aggarwal et al. 2001]: deciding
which sources to visit next. Scheduling is based on a notion of fairness to avoid
starving a source because other sources are continuously indexed first, on avoiding
getting “stuck” in large isolated datasets such as LiveJournal or DBpedia, and on
preventing server overload of data providers.

For each previously visited source, the scheduler stores metadata such as visiting
time and content hash. We only revisit sources after a threshold waiting time and
only if the content has been modified, detected through an HTTP “last-modified-
since” header if provided by the server or through a content hash otherwise.

4.2 Indexing pipeline

The indexing pipeline performs a sequence of tasks, described in Fig. 5, to index
an RDF graph. Every time an RDF graph is retrieved successfully, it is sent to
the graph parser. The parser first verifies the validity of the RDF graph. It then
extracts all URIs from the graph and injects them into the scheduler, following the
linked data principle to treat every URI as a hyperlink to more information.
Then, the parser checks if the graph contains some specific crawler ontology
rules (detailed in Sect. 6.1). For example, a crawler ontology rule can indicate that
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Fig. 5. Overview of the indexing pipeline

another graph should be indexed instead (e.g. a file containing a complete dump) in
which case the process is stopped and the new URL is instead added to the indexing
queue. If the crawler ontology permits indexing the graph, or if no crawler rules
are specified, the graph is sent to the “graph processor”.

The graph processor then extracts and indexes all full-text (tokenised) and one
or more identifiers for each resource in the graph. These resource identifiers can
be explicit URIs that directly identify the resource: these are straightforward to
extract. We also extract indirect identifiers, namely pairs (p,o) for all inverse
functional properties that are mentioned in the graph, which allows searching for
blank nodes which do not have an explicit identifier.

Extracting these IFPs requires two additional steps: the recursive expansion of
the graph with all its schema information, followed by OWL inferencing to identify
all IFPs in these schemas (described below). After inferencing, the graph proces-
sor extracts graph metadata, such as a human-readable description (rdfs:label,
dc:title and all their subproperties) and the total size of the graph.

4.2.1 Finding IFPs. A graph typically does not explicitly mention which of its
properties are inverse functional; rather, the graph would refer to one or more
schema definitions, which in turn could define certain properties as inverse func-
tional properties. But these schemas may in turn depend on other schemas, so we
need to recursively fetch each schema definition until fixpoint. Also, inverse func-
tional properties need not be defined explicitly, but could be derived from various
RDFS and OWL inferencing rules such as subproperty relations or cardinality re-
strictions. We therefore also need to perform reasoning over the recursively fetched
schema definitions.

We therefore proceed as follows: we fetch the definition of each property, following
the linked data principle, by de-referencing its URI and importing the returned
definition into the RDF graph. This “schema fetching” task is repeated recursively
until fixpoint. At this point we perform inferencing using the OWL “ter Horst”
fragment [ter Horst 2005] as implemented in the OWLIM reasoner [Kiryakov et al.
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Fig. 6. Details of the graph processing details

2005]. This fragment is expressive enough for finding inverse functional properties
and has efficient entailment procedures. After this reasoning step, we query the
combined model for IFPs and proceed with the creation of identifiers as explained
above.

We have to perform this reasoning for each graph, not because the schemas are
likely to change continuously, but because in the RDF(S) semantics every statement
we find in every document might influence whether a property is determined to be
inverse functional. Thus, a malicious user could define some common property
such as foaf :name to be inverse functional (which it is not) and derail the indexing
procedure. To prevent this we need to treat each document separately and perform
the reasoning only on this document plus all the “imported” (referenced) schemas
(by using a schema element one is assumed to trust and agree with the schema
definition).

4.2.2 Reasoning cache. To improve the graph processing we apply two caches
in the reasoning process, one caches the reasoner’s input and the other the rea-
soner’s output. With regards to the input, we need to recursively fetch all schema
definitions as described above. An RDF graph can use many different schemas
and the number of property definitions to import can be large. Since even fetching
these schemas can cost significant time delays, we cache all schemas which were
successfully fetched.

With respect to the reasoner’s input cache, a complication involves the use of
HTTP 303 redirection. Many schemas are published using the recipe [Miles et al.
2006] that suggests that, when receiving an HTTP request for a schema element,
such as foaf :name, the server should redirect the client, using the HTTP 303 code,
to the complete schema specification, in this case http://xmlns.com/foaf/spec.
But, since the HTTP specification'® does not allow caching for 303 redirects, we
have to request these schema elements repeatedly, only to be redirected continu-
ously. In order to resolve this unfortunate side-effect of the recipe, it was necessary
to implement our own HTTP cache system that allow the caching of the 303 redi-
rects.

The second form of caching involves the reasoning results. Reasoning over a large
schema to find all inverse functional properties is computationally expensive and
can quickly form an indexing bottleneck. As explained above, we have to separate
the reasoning tasks for each document, to prevent malicious users from “infecting”
results on a global scale.

To minimise reasoning time without compromising on safety, the graph processor
has a reasoning caching system based on the set of properties explicitly used in a

6http: //www.w3.org/Protocols/rfc2616/
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graph. For example, if a FOAF profile mentions some properties and classes such
as foaf :name, foaf :Person, we only perform the graph reasoning if that exact set
of properties and classes has not occurred before. Then, after graph expansion and
identifying the set of IFPs (e.g. foaf :mbox and foaf : personalHomepage) we cache
the found IFPs using the set of properties and classes in the original document as
cache key.

4.3 Querying pipeline

The querying pipeline is run when users or clients perform lookups on the index.
The querying pipeline is split into three stages: the index retrieval, the ranking
phase and the result generation. The first step retrieves the relevant results, the
second step orders these according to several scoring metrics, and the third one
generates the output requested by the client (e.g. HTML for the Web interface,
RDF, XML, JSON or plain text for access through the API).

[RDF metrics | [ URLrank |
N S T
Request | ookup table URLs | Result ranking »| Resultformater (XML
JSON

Hit \

Cache

Fig. 7. Overview of the querying pipeline

If the query has been cached in a previous lookup, we skip the retrieval and
ranking step and proceed directly to output generation. Otherwise the query is
looked up in the inverted index, which can be implemented either as an on-disk
hashmap or in an information retrieval engine as explained before. The list of
results is cached for later reuse, and is invalidated daily to keep the result up-to-
date.

After index retrieval the results are ranked according to various metrics. Since
for popular resources our index could easily return many hundreds or thousands
sources, providing a ranked list is crucial. We have designed a ranking function that
requires only little metadata for each source and is relatively fast to compute; in
contrast to more optimal ranking functions such as HITS [Kleinberg 1999], PageR-
ank [Brin and Page 1998], or ReconRank [Hogan et al. 2006], it does not construct
a global ranking of all sources.

We prefer sources that share rare terms (URIs, IFPs, keywords) rather than com-
mon terms with the requested terms. This relevance metric is comparable to the
TF /IDF relevance metric [Frakes and Baeza-Yates 1992] in information retrieval.
When the inverted index is implemented on top of the information retrieval engine,
we can thus reuse the built-in scoring function for this part of overall score. In
addition to ordinary information retrieval rankings, we follow the “linked data”
paradigm and prefer sources whose hostname corresponds to the resource’s host-
name. For example, we consider that more information on the resource http:
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index type ‘ index size
URI index 14Gb
Literal index | 9.9Gb
IFP index 205Mb

Table I. Index size of Sindice.com for 26.6m RDF documents

//eyaloren.org/foaf .rdf#me can be found at the source http://eyaloren.org
than at “outside” sources such as http://dbpedia.org.

5. EVALUATION

Our Sindice service has been running live for several months in which we have
gathered some real-world statistics. We have also performed several controlled
experiments to empirically establish the growth rate and scalability of our index
structure. Table I shows the details of our index in December 2007. At that point,
around 26.6 million RDF documents had been indexed; the URI index used around
14Gb of data, the literal index some 10Gb of data and the IFP index around 200Mb.
The IFP index is smallest since IFPs are used much less frequently in documents
than direct URIs.

We have experimentally evaluated index construction by incrementally indexing
up to 6m RDF documents which were taken as uniform random samples from the
combination of the Geonames, DBpedia, DBLP and UniProt datasets. Together,
as shown in Figure 8, these documents contained around 104m RDF triples which
consumed around 15Gb of RDF/XML. Also, we measured the number of (distinct)
URIs and literal words mentioned in these documents, as shown on the left side of
Figure 9.

We indexed each of these documents and measured, for every 5k indexed doc-
uments, the total amount of triples indexed, the total size in bytes of RDF data
indexed and the total size of the resulting index, both for the URI and for the
literal indices. The right side of Figure 9 shows the resulting size and growth rate
of the URI and literal indices for these data collections. Due to the particulars of
these datasets, the literal index uses more disk-space than the URI index (since
DBLP and DBpedia contain large amounts of natural-language texts). The “dips”
in the graph which occur approximately 500k documents are due to Solr’s periodic
disk-space optimisation. More importantly, one can clearly observe that that both
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Fig. 9. Amount of URIs and literals (left) and resulting index size (right) in combined samples

indices grow completely linearly, as we had already predicted from the powerlaw
behaviour observed in Section 3.3. This proves our important hypothesis that, be-
cause the distribution of URIs in Semantic Web documents is similar to that of
words in natural-language documents, the same indexing technique may be used
and will lead to similar scalibility results. These results allow us to confidently
extrapolate existing results on document indexing to Semantic Web documents.

In the whole indexing pipeline (including fetching, parsing, reasoning and index
updates) around 20% of CPU time is spent with crawling, parsing and splitting.
The rest of the CPU time is mostly spent on reasoning, index updates are quick and
mostly I0-bound. Network latency has not proven to be a big concern since the
large majority of our data originates from downloading large data dumps instead of
Web crawls (see Section 6.3). The main computational bottle-neck in our architec-
ture is the reasoning step. Our reasoning implementation, including the reasoning
cache, can currently process around 40-45 docs/s on seven parallel reasoning nodes,
which is on average around 6 docs/s per node. In contrast, an earlier implementa-
tion of the cache could process less than 1 doc/s, whereas existing reasoners without
cache require 1-2 minutes per document.

6. DATA PUBLICATION TOOLS

Sindice assists data producers by providing a set of tools and clear specifications
to ensure that their data will be indexed correctly. The two main components are
the proposed Semantic Sitemap standard, and the “linked data” validator.

6.1 Semantic Sitemaps

The semantic sitemap communicates precisely how and where Semantic Web data
is published on an authoritative domain such as UniProt. The domain operator
can publish a dump of all their RDF documents and use the sitemap to clearly
communicate where the dump is and what it contains. Providing a single data dump
has many benefits for both the data publisher and the data consumer (crawler). On
one hand, the consumer will decrease crawling time to gathering the complete data
collection. On the other hand, the publisher ensures that all his data is indexed
while avoiding server overload by an “army” of crawlers.

In this section, we focus on the actual gathering of a given dataset. We show
the benefits provided by the semantic sitemap by comparing the approach of data
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Listing 1. Example dataset definition for DBpedia

<sc:dataset >
<!— — Dataset description — — >
<sc:datasetLabel >DBpedia.org dataset < /sc:datasetLabel >
< changefreq>monthly < /changefreq>

<!—— Alternate access methods — —>

< sc:linkedDataPrefix > http: //dbpedia.org/resource/ < /sc:linkedDataPrefix >
<sc:sparqlEndpoint > http: / /dbpedia.org/sparql < /sc:sparqlEndpoint >

< sc:dataDump > http://dbpedia.org,/downloads/articles.nt.gz < /sc:dataDump >

< sc:dataDump > http://dbpedia.org,/downloads /infoboxes.nt.gz < /sc:dataDump >
<sc:dataDump > http://dbpedia.org/downloads /categories_skos.nt.gz < /sc:dataDump >
<l—— ... more dumps — —>

<!—— Some example URIs — — >
<sc:sampleURI > http://dbpedia.org/resource /Berlin < /sc:sampleURI >
< sc:sampleURI > http://dbpedia.org/resource /Pulp_Fiction_(film) < /sc:sampleURI >
<sc:sampleURI > http://dbpedia.org/resource/DBpedia < /sc:sampleURI >
< /sc:dataset >

crawling to the dump processing in an experimental scenario (i.e., how a can a
semantic search engine index the full UniProt dataset). Then, we show how to
efficiently process a data dump. The dump processing is of central importance,
especially when it is very large in terms of file size and number of triples.

For a semantic search engine, gathering a large collection of RDF documents,
such as the UniProt dataset, becomes a major problem: The issue in here is that
a semantic web search engine cannot execute multiple crawlers concurrently on a
single domain because otherwise it would possibly overload the server infrastructure
of the data publisher (and in turn be banned). So to behave properly, a well-
behaving crawler should wait at least one second between requests to the same
server. Taking into account that the UniProt dataset contains 6.4m RDF documents
in total, crawling its full content would take approximately 2.5 months using this
maximum crawling speed. Such crawling duration is not acceptable for a semantic
search engine. In the case of a data dump, the crawling time is reduced to the
download time of the dump file(s).

6.2 Semantic Sitemap details

Semantic sitemaps are based on the notion of a dataset. A dataset, in this context,
is a set of RDF statements that describe resources identified by URIs hosted on
the domain where a sitemap file is published. A dataset can be accessed in several
manners: as linked data (resolving resource URIs with a given URI prefix yields
the resource description in RDF), as SPARQL endpoints (querying the dataset by
sending SPARQL queries to a given service URI), or as RDF dumps (the entire
dataset is available as a single RDF file or as a set of smaller files, potentially very
large and usually compressed). A partial dataset definition for DBpedial” is shown
in Listing 1. In this example, the dataset is available through each of the access
methods discussed above.

When processing sites, Sindice checks the robots.txt file for a potential sitemap
announcement. If a datadump is indeed available, the dump will be used instead
instead of crawling the dataset. At the time of writing, a draft specification for

Thttp://dbpedia.org/
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dataset processing time 1 node | 2 nodes 4 nodes
uniref.nt (272M triples) parsing 1:17:01 1:19:30 1:19:10
sorting 10:04:35 5:18:55 2:56:54
uniprot.nt (1,456M triples) | parsing - - 6:19:28
sorting - — | 16:36:26

Table II.  UniProt processing with varying cluster size

Semantic Sitemaps is available for public review and comments. Initial feedback is
positive, with early adoption by several major RDF data producers.

6.3 Semantic sitemap processor

To process large data dumps provided by the publisher through the semantic
sitemap extension, we implemented a semantic sitemap processor that, like the
rest of the Sindice architecture, uses the parallel Hadoop architecture to distribute
data processing over many commodity nodes.

We evaluate our processing architecture using the large biological UniProt dataset.
In our experimental setting, we used a “mini” cluster of four AMD Opteron 2.2Ghz
machines with 4Gb of RAM each. We first compared a smaller subset of UniProt
(uniref.nt, 272M triples) on different cluster size and then processed the full dataset
(uniprot.nt, 1,456M triples) using the complete cluster as it could not be practically
processed on a single machine. For technical reasons, the parsing step was always
performed on a single machine, the splitting and sorting distributed over one, two,
and four machines. Preliminary results are shown in Table II. As can be seen,
parallel processing of large dumps is possible and decreases processing time almost
linearly. We are also working on distributed parsing to further minimise the overall
processing time.

6.4 Linked data validator

Sindice’s linked data validator enables users and data providers to validate the
linked data of a given RDF document. The Sindice validator differs from existing
RDF validators, such as the W3C’s RDF validator'®, which only validate the doc-
ument’s syntax. In addition, our validator ensures (recursively) that (i) all URIs of
properties and classes link to a valid RDF document that can be found when deref-
erencing the resource URI, (ii) that these schema concepts are actually defined
in that dereferenced RDF document, and (iii) that the document has a human-
readable description. Checking such a broader notion of linked data “validity” is
crucial since badly linked data can lead to incomplete reasoning and thus to an
incomplete set of identifiers or human description for a given RDF document.

Common errors encountered include URIs that point to non-existent locations
(Wordnet) or to documents that do not contain the any RDF data. For example,
in our experience, most currently published FOAF files contain such “linked data
errors” because several RSS, XML Schema and Wordnet concepts from the FOAF
schema definition are not available at their URI location (404 error).

8http://www.w3.org/RDF/Validator/
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Web search SW search Sindice
focus document retrieval | global database | SW document retrieval
orientation ‘Web documents triples/quads RDF documents
URI lookup - + +
IFP lookup - + +
scalability + + +
full queries - + -
SPARQL indexing | - - +

Table III.  Approaches in (Semantic) Web information retrieval

7. RELATED WORK

We are aware of two Semantic Web search engines that index the Semantic Web by
crawling RDF documents and then offer a search interface over these documents.
SWSE! crawls not only RDF documents but also “normal” HTML Web docu-
ments and RSS feeds and converts these to RDF [Harth et al. 2007; Hogan et al.
2007]). SWSE stores all triples found in the crawling phase including their prove-
nance and offers rich queries, comparable to SPARQL, over these quads. Similarly,
Swoogle [Finin et al. 2005] crawls and indexes the Semantic Web data found online.

Most of the differences between these engines and Sindice have been highlighted
during the discussion of this paper. To the best of our knowledge, however, none of
these engines seem to display continuous crawling capabilities, probably due to the
cost and complexity of updating an index which can answer relational queries. Also,
although SWSE allows IFP lookups in its query capabilities, no full reasoning is
performed to extract IFPs but instead extracts only several hard-coded properties
as IFPs. Finally, none of these engines provide indexing based on “linked data”
paradigm reasoning, SPARQL endpoint indexing and the ability to index large
repositories consciously through the Semantic Sitemap.

Table III shows an overall comparison of our approach against on the one hand
traditional Web search engines such as Google or Yahoo! and on the other hand
Semantic Web (SW) search engines such as SWSE or Swoogle. Whereas traditional
Web search focuses on document retrieval for HTML documents, and SW search
focuses on building a global database of retrieved triples, we provide a document re-
trieval service for RDF documents. Sindice is thus conceptually close to traditional
Web search engines but employs different ways of finding documents and indexes
more than only natural language texts).

Finally, our service is related to http://pingthesemanticweb. com, which main-
tains a list of recently updated documents and currently lists over seven million RDF
documents. The service does not perform indexing and does not allow lookups over
its content, it does offer a periodical dump of updated documents. We see the
service as a companion to Sindice and we in fact use it input to our crawling pool.

8. CONCLUSION

We have presented Sindice, an indexing infrastructure with a Web front-end and a
public APT to locate Semantic Web data sources such as RDF files and SPARQL
endpoints. The Sindice service has been deployed on http://sindice.comn, is ac-

Yhttp://swse.deri.org/
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tively indexing Semantic Web data and has attracted much community interest.
Sindice supports application developers in discovering relevant data sources to inte-
grate in their application. Lookups for data sources can be performed directly using
resource URIs, indirectly through uniquely-identifying inverse functional properties,
and using full-text search over the literals.

To achieve scalability, the Sindice architecture is based on Hadoop, an existing
parallel processing infrastructure, allowing us to efficiently distribute index con-
struction over an arbitrary number of nodes. The inverted index itself has been
implemented twice, once directly using on-disk persistent hashtables and once using
Solr, an off-the-shelf information retrieval index.

We have shown experimentally that the ratio of URIs/URLs (the term distri-
bution of Semantic Web identifiers over documents) follows a power law and thus
exhibits scale invariance, allowing us to confidently estimate the required data stor-
age as a function of the number of indexed documents. Also, since this distribution
is crucially similar to term frequency distribution in natural language, this finding
allows us to confidently predict that existing information retrieval techniques and
optimisations can be used for indexing Semantic Web identifiers.

Areas for future investigation include: optimising data processing by adjusting
our indexing algorithms to better utilise locality of data in the parallel architecture
[Dean and Ghemawat 2004; Ladmmel 2007]; improving the crawling scheduler with
existing algorithms for source scheduling [Aggarwal et al. 2001; Pant et al. 2004]
and duplicate detection [Bar-Yossef et al. 2007; Broder et al. 1997]; and continuing
investigation into ranking techniques that combine information-retrieval and graph-
based approaches [Hogan et al. 2006; Kleinberg 1999].

Possibly the most innovative aspect of Sindice is its philosophy: an interweaving
framework for the Semantic Web that achieves high scalability while maintaining
overall neutrality on issues such as trust, reputation, ontologies and identifiers.
Such neutrality is key to the use of Sindice regardless of the needs and purpose of
the Semantic Web client, since it empowers users and their clients with the freedom
to choose their sources according to their preferences and requirements.
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